Novel Approaches to Networks of Interacting Autonomes - NANIA
Track record

The NANIA collaboration   (www.ed.ac.uk/nania)
Established in June 2003, the NANIA collaboration has brought together a wide range of scientists working on related problems in complexity in different areas: Food webs  (McKane) Driving and release in earthquake systems (Main) Environmental feedback  (Ackland/Lenton/van Oijen) Self-assembling social structures (Edmonds), Epidemics, evolution and robustness (Marion/Barton),  Auroral electromagnetics (Watkins/Freeman), Climate Modelling (Lenton/Lorenz)  Radiation damage (Ackland), Molecular interactions (Barton),  Flocking, jamming (Evans/Wood), Nonlinear fluids (lattice Boltzmann)  (Cates),  Animal learning algorithms (Staley).  A series of meetings between members has already shown the value of exchange of ideas and expertise – especially of cross-disciplinary links.  The science is sufficiently diverse that many members were unknown to each other at the outset, but a number of collaborative works are already in progress.   In this section we present only the track records of those seeking research funding, but we emphasise the important past and future contributions of other members of NANIA.  As with any  interdisciplinary field, the language is often ill-defined and can act as a barrier to collaboration.  In this proposal, we use the term autonome to refer to any interacting, multistate system, encompassing cellular automata, agents, organisms and species.
Graeme Ackland (University of Edinburgh, School of Physics)
Much of Prof. Ackland’s older work has been in condensed matter physics, both deriving classical interatomic potentials and applying them in molecular dynamics simulations, and in density functional theory (DFT) applying quantum mechanics to describe interactions of various condensed phases.  As author of  awidely-used molecular dynamics code (MOLDY) and part of the EPSRC-funded UKCP ab initio modelling consortium, he was involved with EPCC in the early nineties in porting code onto various (then novel) parallel computing architectures. The success of the UKCP collaboration (our code has been used in over 800 published papers) can be traced to the design of compute-efficient algorithms, the recasting of a complex interacting system of electrons to an equivalent non-interacting system and the tight collaboration between physical scientists and computing experts.  His extensive work on radiation damage epitomises the process of  “coping with complexity” by coarse graining – deriving computationally efficient interatomic potentials to represent quantum mechanical interaction, and building a picture of the dynamics of millions of atoms in term of a few crucial defects (grain boundaries, impurities, vacancies etc.).

In addition to over 100 publications in computational condensed matter (http://homepages.ed.ac.uk/graeme/pub.html), he has established a research program in non-ergodic statistical mechanics of open systems, including pack formation in sports, model ecologies, self assembly in slime molds, food webs, copperplating and shape memory alloys.  In each case the problem can be posed in terms of objects interacting locally with each other in a non-Newtonian way, and globally with their environment. This work has attracted significant unsolicited editorial comment in the semi-popular literature: Nature News & Views (May 2000), Nature Opinion (March 2002), APS Virtual Pressroom (March 2002), Science News (Sept 2001), National Geographic (Oct 2001), Trends in Evolution and Ecology (April 2003).

Timothy Lenton (Centre for Ecology and Hydrology, Edinburgh)
Dr. Lenton’s research into complex systems spans the scale from ecosystem to planetary. His work on the theory of Earth as a self-regulating system covers the history and future of life on Earth. He has worked extensively on the Daisyworld model and other generic models of life-environment feedback. These show how nonlinear feedbacks play a crucial role in stabilising complex systems, and how a robust, stable ecosystem can evolve and expand by modifying its environment.  He currently leads a group of 10-researchers around the UK engaged in a £1.3M NERC funded e-Science project to develop a Grid-Enabled Integrated Earth system model (GENIE). This provides strong links to the Hadley Centre (part of the Meteorological Office), Southampton Oceanography Centre and leading environmental science research departments in various universities. He is part of the international multidisciplinary community of Earth system science researchers. This includes the International Geosphere-Biosphere Programme’s Global Analysis Integration and Modelling (GAIM) Task Force. Dr. Lenton was joint co-ordinator of the EPSRC Research Network in Systems Theory ‘The Nature of Feedback Control Systems: Daisyworld and Beyond’ ( www.cogs.susx.ac.uk/daisyworld.)  

Alan McKane (University of Manchester, School of Physics)
Prof McKane  works on the statistical mechanics of non-equilibrium systems and the theory of stochastic processes, in particular the application of these methods to theoretical ecology.  His webworld model incorporates both population and evolutionary dynamics into a model ecology.  This allows a stable, interacting food web to be constructed with very few species and subsequently increase in diversity and complexity.  Unlike randomly generated webs, the evolved webs show good agreement with field data, exhibiting appropriate network structure, extinction events, species mortality and co-evolution of species.  He has also been active in applying the methods of statistical mechanics to other areas of theoretical ecology such as metapopulation theory and Hubbell’s neutral theory of biodiversity.

Bruce Edmonds and Scott Moss  - Manchester Metropolitan University, Centre for Policy Modelling (CPM)

The CPM is a dedicated research centre for social simulation which covers all aspects of agent-based modelling in social science applications, its high-level declarative social modelling package SDML is used by universities throughout the world. Its staff are full time researchers. Dr Edmonds is leader of an EU fifth framework project on agent-based modelling of water management, member of the editorial board of four journals and co-author of a recent book on “Multi-Agent Based Simulation and Socially Intelligent Agents”.  His expertise lies in what makes self organising multi-agent systems work, the relationship between complexity and simulation and the formal equivalence of computer models of different systems. Prof Moss is President of the European Social Simulation Association. 

Ian Main (University of Edinburgh, School of Geophysics)

Prof Main has been Professor of Seismology and Rock Physics at Edinburgh since 2000.  He has worked at a large scale on earthquake source mechanics, earthquake hazard, and the statistical mechanics of earthquake and fault/ fracture populations, and at a smaller scale on the physicalproperties of laboratory rock samples in the brittle field, including
fracture and damage mechanics, seismic wave propagation, fluid flow and material transport.  A particular interest is time-dependent deformation (with implications for predictability of earthquakes and volcanic eruptions) and underlying physico-chemical processes such as stresscorrosion cracking and reactive flow.  This involves developing
mean-field analytical models (incorporating information theoryconcepts), numerical models (cellular automata for earthquake
populations; lattice Boltzmann for fluid flow and transport) and a largelaboratory effort to establish and explain constitutive rules for deformation and fluid flow of Earth Materials.  Author or co-author of over 100 publications, he gave the 1996  Bullerwell lecture in Geophysics, and moderated the 1999 Nature debate on earthquake prediction. For more detail see http://www.glg.ed.ac.uk/home/Ian.Main/
Glenn Marion (BioSS and Heriot -Watt University, School of Mathematics and Computer Science)

Dr Marion leads the BioSS research team in modelling complex systems.  He has worked in stochastic modelling of ecological and agricultural systems in close collabration with biological scientists.  Recent applications include grazing and foraging systems, evolution of pathogen virulence in crops and disease spread in citrus orchards.  These specific applications require generic skills of mathematical and statistical methodology for stochastic spatio-temporal modelling via computationally efficient approximations, solving the inverse problem of estimating model parameters from observed epidemiological field data. 

Nick Barton FRS (University of Edinburgh, Institute for Cell, Animal and Population Biology)

Prof. Barton’s research centres on understanding the evolution of traits which depend on interactions between large numbers of genes. Such interactions determine the way populations adapt in response to natural and artificial selection, and also the way they diverge to form separate species. The research involves both theoretical work on polygenic variation, and field studies of hybrid zones. These are narrow regions where different populations meet and hybridise; they can be used to find the genetic basis of species differences, and to measure rates of selection and gene flow under natural conditions.
Background and Objectives

This proposal arises from the NANIA cluster (see www.ph.ed.ac.uk/nania) which brought together a group studying complex systems in which stability, robustness and fitness-for-purpose emerges through the interaction of evolving, interacting networks of diverse autonomes (see above).  These are open systems, not at thermodynamic equilibrium (formally, they are represented by non-Hamiltonian dynamics and do not obey detailed balance). They can evolve to a driven dissipative steady state which produces some internal order while generating entropy.   There are numerous examples of this throughout science, which can be united by common computing techniques, and a proper study requires a cross-disciplinary approach.  Within six months, NANIA has identified numerous examples where disparate phenomena map onto identical formal computer models, or models so similar that computational approaches developed in one area are readily transferred to the other.  Essential to this success has been the input of the EPCC, part of the Edinburgh school of physics with the which aims 'To accelerate the effective exploitation of Novel Computing in Industry, Academia, and Commerce' with whom continuing links are essential for tackling computational aspects.

Distributed computing presents problems of both security and robustness – a better understanding of this could enable computer or network design which could tolerate large hardware failure rates through most of the system with only a few nodes crucial to operation, and therefore demanding the highest levels of manufacturing quality and maintenance.  The current view of these is that they are the highly connected nodes of a network, but in ecosystems (and earthquakes) the key species (failure regions) have no such obvious properties, and may shift in time.  The understanding sought in NANIA of both where a complex system is likely to fail (stressed links/autonomes), and where such failure would be most destructive (key links/autonomes) – this could have tremendous benefit in systems design.

The scientific theme of this proposal is the search for global principles with which to describe or control complex autonome systems. This extremely ambitious goal is likely to be achieved only in part: open systems can be subject to arbitrary external influences, and there are simply too many types of open complex system to expect a unique paradigm. Generalised principles will emerge from studying rigorously defined classes of simple systems computationally, but these systems must be motivated and compared with real systems, and consideration of them will serve to illuminate and assist the more specific science of the workplans.  In particular, we seek to address the following overarching scientific questions

When can we define a global  quantity that a given autonome system optimises?
Many autonomic systems exhibit striking stability and robustness at the coarse-grained level, while the underlying autonomes are continually changing, collectively they appear to optimise some global property.  Various proposed global properties (entropy production, biodiversity, energy flow, traffic flow, life) have been shown to be extremised in particular systems, in some cases small external changes causing dramatic internal structural changes to the system to optimise the salient quantity.  Uncovering global extremization principles in various systems is crucial to prediction of catastrophes (phase transitions, earthquakes, mass extinctions, desertification, viral evolution, social group breakdown, speciation) which may occur under conditions where two radically different autonome distributions give similar values of the optimised quantity.

Ultimately, the optimised quantity is a property of the region of state space which the autonome system can explore – in ergodic systems this is the entirety of the space consistent with external constraints.  In autonome systems this may be limited by the evolvability of the system – the only states sampled are those which can actually be accessed by the detailed dynamics of the problem from some initial state e.g. in species evolution, only changes corresponding to a sequence of  survivable adaptations can be incorporated.

Optimisation leads to the notion of control – if a particular autonome system is found to be optimising a global quantity, that quantity is recast as the “goal function” of a calculation to be controlled by the autonomes evolving to changing external circumstances. Control typically requires sufficient nonlinearity to produce feedback: negative feedbacks providing stability and positive feedbacks causing some quantities to evolve rapidly. Understanding how this is done can lead to novel applications in physical sciences and computing - agent based modelling, genetic algorithms etc.  Even models of natural systems which are not realised in the real world may produce useful artificial generalisations.  E.g. a genetic algorithm based on the “2D-daisyworld” system, which combines evolving organisms with strong feedback to the environment,  appears to be a more robust function minimiser than standard genetic algorithms: one can imagine similar systems that optimise the amount of CPU usage in a distributed computer network. 
Condensed matter physics provides experience of the type of simplifying abstractions likely to prove fruitful in studying complex systems: phonons and dislocations rather than atomic motions, holes rather than collective electronic excitations.  Similarly, in natural systems, the traditional quantities of study may not be the most fruitful.  Genetic changes in a predator may have far greater implications for its prey than the predator itself: when evolution occurs at a level (gene) below that of study (phenotype) the description of an ecosystem may be simplified by considering ``extended phenotypes''. 

 A few candidate properties are beginning to emerge.  Dynamic web behaviour can be described in terms of ``flow'' (nutrients in food webs, heat in thermodynamics, information in computing networks); ecosystems in terms of maximum production of life; climate systems in terms of maximum entropy production (although linear systems are proven to exhibit minimum entropy:  we will investigate how the non-linear complexity brings about such a qualitative change by increasing the measure of state space sampling).

How can the information-theoretic entropy be applied to complex systems where the bit-equivalent is ill-defined?
The second law of thermodynamics underlies the systems we are studying – the total entropy, (internal and external) must increase. In generalizing the concept of entropy from thermodynamics to systems of interacting autonomes several deep issues of principle arise. In thermodynamics, entropies are finite ultimately because of quantum mechanics which implies a uniquely canonical probability measure in the classical phase space of the Hamiltonian from which the Gibbs entropy follows unambiguously for both equilibrium and nonequilibrium (but still hamiltonian) systems. The maximization principle in equilibrium applies unambiguously also [1].  In contrast, the extension to non-hamiltonian systems (such as autonome models) is ambiguous: the information-theoretic version of the second law suggests that entropic descriptions should be applicable to any complex system, provided we can define the canonical measure, but for dynamical systems generally there are many alternate entropy measures favoured by different groups[2]. Consequently, there is no general extremization principle for these cases, but defining any property which exhibits an extremization for a particular specific class of models or under particular restrictive conditions may be valuable, e.g. Daisyworlds maximise life and some traffic flow models minimise velocity.  We will search for computational equivalents in other models, which may have less obvious interpretation in the real systems.

The issue of whether a particular entropy measure is computable is a second key issue: entropy, unlike energy, is not a property of a single configuration. We have developed novel Monte Carlo (MC) algorithms [3] which allow very efficient configuration space sampling so that equilibrium entropies can be computed accurately. Unfortunately, these methods sacrifice realistic dynamics so the computation of time-dependent entropies in relaxing systems, or entropy-production rates in driven ones, present additional problems. Crude mean-field like entropy estimates (e.g. the Gibbs entropy in a spin system) may be a guide towards interesting extremization principles in some systems, but in others we expect to have to create far more sophisticated measures of entropy, and completely new algorithmic structures in order to compute them. This might involve a MC search within a tightly defined ‘neighbourhood’ of a given configuration: but the definition of this ‘neighbourhood’ may require explicit temporal dynamics which is (usually) not MC.  For entropy production rates one needs to define and compute the average local expansion or contraction rate of trajectories in configuration space (which technically depends on the entropy measure chosen)[4]. Very little is known computationally about how to do this, and novel algorithmic combinations of MC and realistic dynamics could again address this question. 

Important recent work on the Gallavotti-Cohen `fluctuation theorem'[5] has established a profound link between entropy  production rates and large deviation functionals which control the rates of rare events; this link is rigorous and relatively general, applying to wide classes of stochastic and driven dynamics as well as Hamiltonian cases. Its implications for autonome systems remain largely unexplored.  The fluctuation theorem is among the first fruits of a longstanding and extremely difficult programme in fundamental statistical physics far from equilibrium [6]. The work funded in this proposal is more empirical and less rigorous, but will inform, and be informed by, Edinburgh’s expertise [7] in this strand of enquiry into the foundations of nonequilibrium dynamics.

When does a system produce a diverse population rather  than a replicated “optimal” autonome and what does this imply about  cooperative behaviour?
Biologically-inspired models evolve and may reproduce their autonome states while their connecting networks evolve in strength and generate new connections.  In such evolving systems the fastest growing tends to dominate.  Often, the optimal growth is achieved not by a single replicated state but through complementary specialisation, which often appears to be cooperation or altruism (formally, the fastest growing eigenstate in the system dynamics is a combination of different autonome states). Numerous mechanisms exist to facilitate this and exclude outsiders, typically via group formation through spatial localisation, tagging, speciation, restricting inward gene flow etc.  Ultimately, such measures rely on the group benefit being larger than the individual cost, which in autonome models manifests as strong interactions between autonomes compared with internal dynamics, such that a weakly linked “cheat” cannot prosper.  In social systems (PDRA5) group formation occurs by individual recognition, in daisyworlds (PDRA2) it comes from the improved environment and consequent faster growth of regions with low concentrations of cheats, in continuous population sharp (PDRA3) boundaries may emerge from varying local conditions, in earthquakes (PDRA4) yield can be suddenly localised.  

All these processes can be regarded as spontaneous symmetry breaking.  For distributed computing, the spontaneous localisation of complexity introduces an novel problem – if the calculation is spread across processors, those dealing with the complex regions will be overloaded.  A dynamic measure of the  local complexity is required for dynamic load balancing, so that processors assigned to regions where complexity develops are not overburdened.

What controls the flow of resources through a system? 

The complex, dissipative systems of interest here evolve towards a steady state: while not at equilibrium in the thermodynamic sense, there are ensemble average properties which converge to particular values and a balance between driving and dissipation signals the  presence of a steady state.  The dynamics of such systems is typically irreversible - a typical signature seen in systems as diverse as is the saw tooth wave in the time series of some indicator: long periods of steady growth followed by sharp crashes, yet small fluctuations are similar to equilibrium (Boltzmann-like). Our work here include near-criticality of earthquake populations (observations by Main and al-Kindy, 2002 and autonome models Rundle et al 1995); food webs (McKane, 2002) and daisyworlds (Ackland and Lenton 2003) while similar behaviour is known in fluidised granular media (D’Anna et al 2003); avalanches, ecosystems, stock markets, the ductile-brittle transition and aurora.  Earthquake, daisyworld, social and granular systems can also spontaneously produce spatial order and patterning involving localisation of flow.  Time series of such systems are often investigated using entropic measures of complexity, most of which are borrowed from equilibrium-systems and are insensitive to this time irreversibility.  We will utilise Watkins’ recently introduced irreversible entropy measure, which incorporates history dependence. Computational models which show this behaviour have been derived for specific cases, and we have identified the “flow of resource” through these systems as a crucial, under-investigated parameter. The general question of flow is a common theme through this proposal – PDRA1 why does the mean level of nutrient flow through a foodweb increase as the web ages?  PDRA2 how do daisyworlds adjust the heat flow to maximise the amount of life? PDRA4 when is endemic steady state not achieved and epidemics occur? We will tackle these problems, whose solution immediately suggests application in novel computation –efficiency of dynamic systems for stabilisation and control, self organisation of routing systems.

How much complexity is required for a system to convert steady driving into scale-free release?
Many systems have a characteristic length scale well below that of the system size, and can be well described by continuum models (wave or diffusion equations).  However, it is often observed that permanent heterogeneity in a system introduces a correlation length similar to the system size.  Paradoxically, in systems such as earthquake faults, such heterogeneities can lead to scale free behaviour between the fundamental size and the correlation length. This is essentially because the introduction of nonlinearity into the dynamics outweighs any direct effect of the underlying inhomogeneity e.g. the probability of earthquakes of size A on a brittle fault scales approximately as 1/A  (the Gutenberg-Richter law)   for A up to the size of the fault.  Many complex systems exhibit similar power-law behaviour, this is often regarded as mysterious, but since it contains no information about lengthscale it could be regarded as the maximum entropy solution for dissipation.  Many of the power laws have non-integer values, suggesting fractal geometry right down to the elemental level: unless the distribution is cut off somewhere, physical quantities diverge.   The discreteness of such systems, which is essential for defining entropies, is therefore fundamental (in earthquakes, at the size of individual grains).  

Near a phase transition, the correlation length itself may evolve as a power law, an effect arising from renormalisation of discrete rules at the elementary scale.  Such effects also occur in autonome systems, and manifest as large fluctuations. Understanding and controlling the relevant correlation length which limits scale-free behaviour is important.  Fire-breaks prevent large fires at the expense of  a greater number of small fires.  Consolidation of markets and abbatoirs in the UK led to the correlation length for the foot and mouth virus being almost the size of the country, fragmentation of habitat prevents spread of adaptive mutation and can ultimately lead to speciation of functionally equivalent species.

We will identify ranges of scale-free behaviour in our computations, identifying natural correlation lengths and strategies for introducing them via heterogeneities in the enironment of the autonomes.  We will examine variations in scaling exponents and relate scale-free behaviour and correlation lengths to macroscropic variables (formal equivalents to heat capacities, pressure etc. can be calculated from fluctuation spectra).  

When and how can we coarse-grain models without losing the essential nonlinear complexity?

 Computational simulation allows modelling of systems whose complexity resists analytical approaches.  Comprehending the results of simulation often requires coarse graining of the data. Often the simulation variables themselves are coarse grained to make calculation tractable.  Entropy represents the classic example of coping with this complexity – its statistical basis as the number of equivalent microstates of a macrostate becomes on coarse-graining an additional macroscopic variable added to the internal energy in the thermodynamic free energy.  Defining this type of emergent property is part of the art of formulating general models, and it is not understood in general which emergent properties should be included in coarse-grained models to account for the lost complexity, even where detailed models are formally defined.  In ecological and social problems, where the micro-foundations of the autonomic model are not formally known, jumping too quickly to an abstract model may suppress crucial details, yet the advantages of having a solvable, generalised model are huge.  By comparing emergent results from detailed autonome calculations to exact results of generalised models we can check the validity of abstractions made in formulating the general model  e.g. linearising suppresses feedback and mean field approximations suppress spatial inhomogeneity.

Programme and Methodology

To advance the above general objectives, and to make specific progress in particular areas of expertise, we will employ  PDRAs in five of the participating NANIA groups, retaining links to other groups for whom no funds are sought in this proposal.  The absence of areas such as distributed computing, robotics and management economics is deliberate – these are covered by other clusters with whom we will collaborate rather than compete.  

PDRA 1:  Alan McKane   Modelling the construction of food webs
Food webs provide a number of challenges for the modeller. Foremost among these is the fact that, while the focus is very often on the population dynamics of the species in a given web, it is the dynamics responsible for the actual construction of the web that is in a sense more fundamental. However, these two types of dynamics are intrinsically interlinked, despite the fact that the time scale appropriate for the description of the population dynamics is typically very much less than that appropriate for food web construction. It follows that both types of dynamics have to be studied in unison in order to understand the formation of the web.  Following the Webworld model developed by McKane [3,4], each species is defined by a set of phenotypic features (morphological and/or behavioural characteristics) and newly evolved species arise by random changes in the phenotypic features of existing species In real ecological communities, new species are introduced by immigration as well as by speciation. We will build on the previous work of the proposer, introducing spatial inhomogeneity to provide for the first time a unified theory containing both species immigration and in-situ evolution.  The spatial network can be best explained by using the language of island/mainland population biology [5], with migration between separate communities on highly connected, high population mainland nodes and weakly connected islands. 

In all cases the properties of the webs constructed by the above procedures would be compared to the extensive sets of data available for real webs. The bulk of the funding that is being requested is for the salary of the PDRA in Manchester for a period of 4 years. The main task of the PDRA will be to convert the mathematical model arrived at through discussions with the investigator into computer code, to run the numerical simulation and discuss the findings with the investigator and to build up a library of food webs and analyse their structure. Our initial approach will involve simulations with interacting autonomes, each representing a species. On studying these results, emergent trends may allow us to build analytic coarse-grained generalised versions of the autonome model. On appointment the RA should be proficient in computer programming and have some experience in mathematical modelling: since highly evolved ecosystems become fixed in a stable region of the space of possible ecosystems, we will need to develop novel computational methods to move between these state-space attractors - essentially finding the critical mutations which will induce mass extinctions. We have not asked for funding to cover dedicated computing equipment, since there are already good computer facilities in the department which we can make use of. The proposal also includes a request for travel and subsistence to attend the important international conferences in this area. Attendance at meetings of this kind is essential if one is to keep abreast of recent developments as well as informing the community of the existence and strengths of our approach. We have also asked for funds to visit the Santa Fe Institute --which aims to bring researchers working on food webs together, in part by creating an archive of food web data.

PDRA 2:  Graeme Ackland and Tim Lenton   Daisyworld and optimising ecological models
We will study further the complex behaviour of a simple planet model, 2D-daisyworld, wherein the autonomes (daisies) evolve, die, reproduce and couple to their environment. This is an open system of interacting autonomes – it was designed to self-organise to optimise its environment to show temperature regulation despite increase solar heating,  but we have recently shown that the actual global maximisation principle is one of maximal daisy number.  We will investigate numerically whether this is also true of multi-species models, whether the species self-support, predate or compete, and the effect of underlying environment against the environment created by the daisies for themselves.  Crucial here is how “daisy number” is defined when individuals are e.g. of different physical sizes (this relates to the canonical entropy measure problemdiscussed above), and whether there is a formal proof of the computationally observed principle.

 Daisyworld model can be used as a novel computational algorithm for minimising  a complex, time-varying function of growth vs temperature.  Unlike conventional genetic algorithms, the solution to the optimisation problem emerges from the ensemble average quantities, rather than the properties of individual autonomes.  This should make the optimiser extremely robust at tracking changing minima, and by supporting a diverse population reduces the danger of becoming locked in a local minimum. We will study mathematical extensions of the daisyworld model, to determine the origin of its maximisation principle and its utility for robust computational control and optimisation applications.

PDRA 3: Glenn Marion and Nick Barton Global parameters for models of complex ecological systems
Human activity has led to increased extinction rates, but while the consensus is that declining diversity impairs life sustainability (reduced nutrient retention and primary biomass production) existing studies are not sufficiently broad to support this contention.  A global measure of sustainability is required, but there is currently no idea of how to deal with the complexity of  individual-based ecological models to extrant such a quantity.  Indeed, there is currently no set of large scale measures which evolve with the system in such a way as to capture its dynamics.  Finding such quantities would yield not only increased understanding, but also to novel computaional dynamics for simulating ecosystems. We will study stochastic and spatial networks of autonomes (representing individual organisms) investigating putative global quantities through techniques such as moment-closure and cluster approximation.  Specifically, we will study processes of evolution (changing the nature of species), ecology (changing abundance) and dispersal (changing range) of spatially continuous populations to infer rates of gene-flow and population history.  We need to understand the interaction between these – we already have possible global models based on density and gene diffusion which suggest that even if species can adapt to more and more extreme conditions, the gene flow from elsewhere impairs local adaptation causing it to collapse beyond a sharp boundary.  An analytic model incorporating local demes suggests that the joint distribution of population size and gene frequency determines whether a species can be sustained in a particular environment.  

This work will draw on data from the Scottish Crop Research Institute for nutrient retention, biomass production and flux between trophic levels in arable, ley and permanent grassland to understand how reduced biodiversity due to agriculture affects these quantities.

PDRA 4 Ian Main Entropy production in far from equilibrium granular media: localisation of deformation as a phase transition

We will study earthquakes via models of non-equilibrium, driven complex systems with steady-driving and scale free release.  Fault growth can be modelled using (a) an isotropic system of autonomes (representing granular particles with local strain and strain energy) – this has sufficient complexity to generate scale free release and a transition from a ductile, dissipative, low mean strain system to a brittle, conservative, high mean strain system. (b) with further complexity in the autonome interactions to reflect stress concentration from fracture mechanics produces fault patterns similar to those seen in nature, with the ductile-brittle transition still present.  (c) with further complexity built into the autonome themselves, to obey a local contact, interaction and friction Hamiltonian in an irregular network.  Now earthquakes emerge spontaneously from the kinetic energy.  

The results of these model will be compared to analytic models with a maximum-entropy production approach to cope with the complexity omitted by coarse-graining. The internal strains in model (a) appear to follow Boltzmann fluctuations with a non-integer number of degrees of freedom – this enables us to define macroscopic entropy (S) as well as energy (E) and a free energy F = E – (dE/dS) S.  This defines the competition between brittle and ductile solutions, and since E and S are in principle measurable, it could enables us to use local field measurement to define parameters with which to compute a time-dependent component to earthquake hazard.  We will explore the applicability of these quantities in the more complex models (b) and (c), and verify these against real data.   Effective simple models for determining localisation of failure can be used to dynamically allocate computing resource to the more complex regions in the more detailed calculations.

PDRA 5 Bruce Edmonds Mechanisms for Spontaneous Specialisation and Group Formation
Social systems are a rich source for abstract models of coordination and control that have more general application.  Where we study conditions that facilitate the spontaneous specialisation of skill and function, and mechanisms for the emergence of groups.  Specialisation of autonomes (individuals) allows all aspects of an environment or problem to be exploited in parallel with the minimum of competition – an attractive paradigm for novel computing, particularly if it can emerge from homogeneous underlying hardware. In ecology the driving force is biological evolution, whilst in social systems the process can be the result of coordination between the individuals.  Specialisation and group formation are most effective when they occur together since they are mutually reinforcing: one  species creates a niche for the other.  The formation of cooperative groups makes it easier for members to develop specialise skills because they can rely upon others in the group to provide for their other needs.  

If benefits do not require individual sacrifice, group formation is stable, but in other cases the possibility of “cheats” taking the benefit without making the sacrifice can make this unstable. Social mechanisms that stabilise groups against “cheats” include: kin-based preference, reputation, tag-based recognition and institutional mechanisms (e.g. contracts).

We will construct of a series of related simulations and mathematical models at several different levels of abstraction based on the high level SDML language.  Individual-based simulations will be constructed based on observed social mechanisms.  The exploration of these will suggest more abstract simulations that focus on possible the key mechanisms involved (e.g. tag-based group formation).  Different "regions" of emergent behaviour in the abstract simulations will be "mapped out", and further mathematical approximations will be drawn up based upon inspection of these behaviour.  Once a reasonable understanding of the seperate mechanisms has been achieved abstract mechanisms will be combined in pairs to explore some of the "synergies" and "competition" between them.

Beneficiaries

This work will be of direct benefit to researchers in the areas of complexity studied: ecosystem formation, earthquake research and group dynamics.  Moreover, the cross links between groups in different disciplines will provide additional benefit to all.  This is especially true because the simplifying principles of complexity which are being investigated may be applicable in each area, where previously researchers have often been more interested in the details of their own speciality.  The link to EPCC will facilitate the transfer of technical computing expertise and sharing of code design.

The understanding of evolving networks of autonomes has the potential for crossover to wider applications in novel computing.  We have already shown that the daisyworld model can be used as an extremely robust (if slow) minimiser for a multiminimum function, and how even if the function evolves in time.  By understanding how natural complex system optimise or make robust certain quantities, we can show how to design computing systems which mimic this behaviour to achieve control and stability.

A large collaboration based on networks of interacting agents provides a natural contact point for workers in many fields, and NANIA will have sufficient resource to benefit such interactions directly.  It is impossible to be sure exactly where such applications will arise e.g. since its foundation NANIA has already become  involved in applying autonome-type modelling to modelling the displacement of neolithic hunter-gatherers by farmers in Europe and India (with Edinburgh School of Archaeology), the distribution of crannog dwellings in Scotland, Ireland and Europe (with Scottish Crannog Centre) and the spread of religious ideas across cultural boundaries (with Edinburgh School of Divinity).  In each case, the local dynamics are much researched by the experts in each area: the global consequences are observable and the modelling helps to relate one to the other.

Dissemination

Dissemination is unusually important in this collaborative project -  part of the responsibility of the participants will be to actively look for relevant developments outwith our specific funding, and to disseminate them throughout the NANIA collaboration.  This will be done through continuation of the existing website and an open annual meeting with invited participants from outwith the collaboration.  Moreover our experience shows that once codes are developed autonome systems can be extremely useful in inspiring undergraduate projects to explore parameter space and bring practical experience into the project.  This will provide an opportunity to disseminate not just results, but also techniques and ideas throughout the collaboration and beyond.  As discussed above, outreach from the NANIA cluster brought computer modelling to wholly new areas.  This shows the importance of breadth and openness in this new cross-disciplinary field where applications can arise from unlikely sources.  
The transfer of ideas between understanding complexity in natural autonome networks in nature and applications in novel computation will be aided by the EPCC and NeSC within the School of Physics at Edinburgh.   Our pre-existing close links will enable new computing paradigms which emerge from our work to be swiftly investigated by computing experts as and when they arise. 

Of course, our research material will continue to be disseminated through presentation of prelimnary results and preprints on out website and the traditional means of peer-reviewed journals and conference papers.

Resources and Management
The NANIA project itself is structured as an evolving network of interacting groups. The ambitious central goals, establishing global properties of complex networks and the thermodynamics of open systems, cannot be attacked directly in isolation from real problems. Consequently, NANIA involves direct funding of specific with a strong mathematical and computational bias at the physical/natural science interface, collaborative funding to maintain interaction with complex systems research in the natural sciences, and funding for meetings to bring principal researchers together to steer global strategy.  Clearly, all the specific projects which contribute to NANIA cannot be funded within a single grant, and the work described here links to that of international collaborators and preexisting UK funding (see form) - typically tied to a specific application and within the remit to examine the broader issues. NANIA will pull this existing expertise together through strategic annual workshops, while using direct funding in projects more closely tied to our goal of uncovering global properties and generic adaptive strategies.  Moreover, NANIA must itself evolve, and we build in travel and meeting costs to allow us to form new links with existing groups.

The primary funding is for five PDRAs across four universities in Edinburgh and Manchester, as detailed above, and  a modest contribution to computer support. The four year timescale reflects the open-ended nature of this project – we anticipate that the collaboration itself will continue for much longer. We also request funding for one collaborative workshop per year, including the groups funded by this proposal, other members of the NANIA cluster and invited speakers.  Further, we request money to fund extended visits to external groups.  

The overall project will be managed overall by Prof. Ackland through the School of Physics in Edinburgh which includes EPCC which will utilise technical developments in novel computing.  Individual RAs will be supervised by the relevant investigators and based in their departments. Applicants and RAs will meet twice yearly in Manchester and Edinburgh, with an additional open collaborative workshop.  Coding and computing expertise will be pooled.
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